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EM.H

#i ncl ude <config. h>
typedef enum { NOP, CALL, FUTURE, SCHEDULE } op_t;

typedef struct {
op_t opcode;
I nt argl;

} inst_t;

t ypedef struct {
i nst_t* eco;
I nt eco_si ze;
} emachine_t;

[l EM SYSCALL (called by user program
voi d Emachi ne(emachi ne_t*);

void Einterpreter();

voi d configure emenmachi ne_t*);

voi d handl e _triggers();

int fetch(inst t** int*);
int execute(int (*f) ());
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ncl ude <em h>

ncl ude <stdlib. h>
ncl ude <tine. h>

ncl ude <uni std. h>
ncl ude <dsensor. h>
ncl ude <tine. h>

ncl ude <semaphore. h>

#i fdef CONF_VI S
ncl ude <sys/ I cd. h>
ncl ude <coni o. h>

#endi f

const int eco_max_size
const int int_max_size
int ticks = 0;

int pc = 0;

emachi ne_t* em

voi d handl e _triggers() {

}

voi d Emachi ne(emachi ne_t* emuser) {
configure_enm emuser);

}

ticks++;

if ((ticks%0)==0)
Einterpreter();
ticks = 0;

}

EM.C --Partl

55;
20;

void Einterpreter() {
Inst_t* inst;

whil e(pc < em >eco_size) {
if (!'fetch(& nst, &pc)) {
return;
}

swi tch(inst->opcode) {

case NOP
br eak;

case FUTURE
pc = inst->argl;
return;
br eak;

case CALL:
execute((int (*)()) inst->argl);
br eak;

case SCHEDULE: ({
int k = execi(((int (*)()) inst-

>argl), O, NULL, 1, DEFAULT_STACK SI ZE);

if (k==-1) { cputs("err"); }
br eak;

}

def aul t:
return;
}

}

return;

}



EM.C --Part 2

voi d configure_em emachine_t* emuser) {

int i;

if (em=0) {
free(em >eco);
free(em;

}
em = (emachine_t*) malloc (sizeof(emachine_t));
em>eco = (inst_t*) malloc (eco_max_size*sizeof(inst_t));

em >eco_Si ze = em.user->eco_Si ze;

for(i=0; i<em>eco_size; i++) {
em >eco[i].opcode = em user->eco[i].opcode;
em >eco[i].argl = em.user->ecof[i].argl

}
}

int fetch(inst_t** inst, int* pc) {
i f (*pc >= em >eco_si ze) {
return O;
}
*inst = & em >eco[ *pc]);
*pc = *pc + 1,
return 1;

}

int execute(int (*pf) ()) {
return pf();



HW2.C: NEW

int main() {
inst_t eco[7];
emachi ne_t* em

#i ncl ude <stdlib. h>

/* End of Kernel Space */
#i ncl ude <sys/em h>

#i ncl ude <coni o. h>

#i ncl ude <uni std. h>

#i ncl ude <time. h>

#1 ncl ude <dsound. h>

#i ncl ude <dnotor. h>

#i ncl ude <dsensor. h>

eco[ 0] . opcode = CALL;
eco[0].argl = (int)(&start_sound)

eco[ 1] . opcode = CALL;
eco[ 1] .argl (int) (&start_text);

eco[ 2] . opcode = SCHEDULE;
eco[ 2] .argl (int) (& nc_count);

int count = O;

: eco[ 3] . opcode = FUTURE;

int start _sound() eco[3].argl = 4;
?Z?ﬂ?g—?giFen(DSCUND—BEEP); eco[ 4] . opcode = CALL;

} ' eco[4].argl = (int ) (&start_text);

. eco[ 5] . opcode = SCHEDULE
int start_text() eco[5].argl= (int) (& nc_count);

| cd_clear();
| cd_int(count);
return (1);

eco[ 6] . opcode FUTURE;

eco[ 6] . argl 0;

} em = (emachine_t*) mall oc(sizeof (emachine_t));
. . em >eco = eco;
Ent i nc_count () em >eco size = 7;
count ++; i
o Emachi ne(en);
return (1); return Og "
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HW2.C: OLD

<coni 0. h>

<uni std. h>
<dsound. h>
<dbut t on. h>
<dsensor. h>
<dnot or . h>
<sys/tm h>
<ronf system h>

pid_t pidl, pid2

Int start_sound()
{
while (1)
{
dsound_syst em{ DSOUND BEEP) ;
sl eep(2);
}

I nt start _text()

{

int count = O;

while (1)

{
| cd_clear();
| cd_i nt (count ++) ;
sl eep(1);

}

I nt main()
{
pi dl=execi (&start_sound,
1, DEFAULT_STACK Sl ZE);
pi d2=execi (&start _text,
DEFAULT_STACK_SI ZE) ;
return O;

0, NULL,

0, NULL, 2,



TM.C

size_t *tm_scheduler(size_t *old_sp) {
pdata_t *next; // next process to execute
pchain_t *priority;
/] for EE2900: 02/27/2002
handle_triggers();
sem_post(&task sem);
return cpid->sp_save;



Timing
LegOS is driven by interrupts from th 16 bit timer,

which is configured to make an interrupt every
millisecond.

The timer Interrupt is handled by a ROM function,
which in turn calls the function pointed to by
ocla_vector.

This vector points to the systime_handler function,
defined in kernel/systime.c.

tm_scheduler() function (in kernel/tm.c) checks
whether a task switch is needed by inspecting the
timeslice counter of the current task.

The default configuration of timeslices is 20
milliseconds.



tm_scheduler()

& handle_triggers()
(every 20 milliseconds)

systime_handler
(every millisecond)

Timing

Ei nterpreter()

(every second)
(50*20milliseconds)




